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Abstract 

Retrieval-augmented generation increasingly depends on retrieval systems capable of identifying 
relevant, traceable evidence across large and structurally complex document collections. 
Graph-enhanced retrieval offers a potential advantage in domains where information is 
distributed across entities, relationships and multiple documents, but its behavior under high-
performance computing (HPC) workloads remains insufficiently characterized. This study 
evaluates Verbis Graph, a graph-enhanced knowledge-retrieval system, on the EuroHPC 
LEONARDO infrastructure at CINECA across biomedical, scientific, financial and legal 
information-retrieval benchmarks. 

The system was adapted to scheduled HPC execution and evaluated using NFCorpus, SciFact, 
FiQA and LegalBench-RAG. The EuroHPC allocation provided 10,000 GPU-hours on LEONARDO 
Booster over a three-month access period. Graph construction, indexing, local language-model 
processing and retrieval evaluation were executed through scheduled HPC jobs, including multi-
GPU workloads and a locally hosted 32-billion-parameter language model. 

On NFCorpus, an initial retrieval configuration achieved a mean reciprocal rank (MRR) of 0.303; 
pipeline improvements increased MRR to 0.578, a 90.8% relative increase, while a later 
embedding-focused configuration reached MRR 0.592, Hit@1 50.5% and Hit@10 77.7%. On 
SciFact, a later embedding-focused configuration achieved MRR 0.721, Hit@1 65.0% and 
Hit@10 85.7%; a distinct retrieval/reranking experiment reached MRR 0.734. On FiQA, 644 of 648 
queries completed successfully, with MRR 0.584, Hit@1 51.6%, Hit@10 74.2%, mean recall 85.3% 
and 95.3% any-rank candidate coverage. 

LegalBench-RAG exposed a different challenge. Across 5,090 completed cases in the preserved 
checkpoint, document-level retrieval achieved Hit@1 74.75% and Hit@4 81.89%, whereas exact 
annotated-span retrieval achieved Hit@1 5.48%, Hit@4 15.11% and MRR@64 0.1318. The legal 
workload generated 608,400 graph relationships from only 714 source documents, 
demonstrating that document count alone is an insufficient proxy for GraphRAG workload 
complexity. 

The results demonstrate the feasibility of reproducible graph-enhanced retrieval 
experimentation on HPC infrastructure and show strong configuration-specific retrieval 
performance across multiple specialized domains. They also expose unresolved research 
questions concerning graph-scale behavior, memory limits, fine-grained evidence localisation, 
ontology contribution and resource efficiency. These findings are directly relevant to knowledge-
intensive applications in life sciences, scientific research, financial services, legal and 
compliance workflows, public administration and industrial knowledge management, where 
source traceability and retrieval from heterogeneous documentation are critical. 



 

1. Introduction 

Large language models can generate fluent responses from parametric knowledge, but 
knowledge-intensive applications frequently require information that is current, domain-specific, 
private or too detailed to be reliably represented in model parameters. Retrieval-augmented 
generation (RAG) addresses this limitation by augmenting generation with information retrieved 
from an external corpus [1]. Graph-based variants extend this approach by representing entities 
and relationships explicitly, allowing retrieval to exploit structural connections in addition to 
textual similarity [2]. 

The potential value of graph-enhanced retrieval is particularly relevant in domains where 
evidence is distributed across multiple documents and where provenance matters. Biomedical 
literature, scientific publications, financial documentation and legal contracts are examples in 
which terminology is specialized, evidence may be fragmented, and retrieval errors can 
propagate into downstream reasoning. Established heterogeneous benchmarks such as BEIR 
provide a framework for studying retrieval performance across such domains [3]. 

A second challenge concerns scale. Graph-enhanced retrieval requires more than conventional 
document indexing. Processing may include text segmentation, entity and relationship 
extraction, graph construction, embedding generation, vector indexing and subsequent ranked 
retrieval. Consequently, computational requirements may depend not merely on the number of 
source documents but also on document length, token volume, chunk count, entity density, 
relationship density and model-assisted graph-processing workload. 

This study investigates these questions through an HPC evaluation of Verbis Graph on the 
EuroHPC LEONARDO system at CINECA. Verbis Graph is a graph-enhanced retrieval layer 
designed to retrieve evidence from complex document collections while retaining links to source 
material. The precise proprietary retrieval orchestration is outside the scope of this public 
manuscript; the study instead focuses on measurable retrieval outcomes, workload scale, 
execution behavior and reproducibility. 

The work addresses four research questions: 

RQ1. Can a production-oriented graph-enhanced retrieval system be adapted to and repeatedly 
executed within a scheduled multi-GPU HPC environment? 

RQ2. What retrieval quality can be achieved across biomedical, scientific and financial 
information-retrieval benchmarks under independently optimized configurations? 

RQ3. How does graph-processing complexity vary across document collections with 
substantially different document, chunk, token, entity and relationship structures? 

RQ4. What limitations emerge when moving from document-level retrieval to fine-grained 
evidence localisation in long and structurally complex legal documents? 

The contribution of this study is therefore not a claim of a single cross-domain state-of-the-art 
score. Instead, it is a configuration-aware evaluation of graph-enhanced retrieval across four 



specialized domains, combined with direct observations of graph scale and HPC operational 
behavior. 

 

2. Related Work 

2.1 Retrieval-augmented generation 

Retrieval-augmented generation combines parametric language models with external non-
parametric knowledge retrieval [1]. Its principal advantage for enterprise and scientific settings is 
that retrieved evidence can be updated independently of the underlying language model and, 
when properly designed, linked back to source material. 

However, retrieval quality constrains downstream answer quality: relevant evidence omitted or 
ranked poorly cannot reliably support later reasoning. This makes retrieval evaluation 
independently important rather than treating RAG solely as an end-to-end generation problem. 

2.2 Graph-enhanced retrieval 

Graph-based RAG approaches seek to represent relationships between information units that 
conventional vector retrieval may treat independently. GraphRAG research has demonstrated 
the value of knowledge-graph representations for corpus-level sensemaking and questions that 
require information distributed across text collections [2]. 

The present study differs in emphasis. Rather than evaluating only generated answers, it focuses 
primarily on retrieval metrics and on the computational behavior of graph construction and 
retrieval across specialized corpora. The ontology layer available to Verbis Graph was 
intentionally disabled during the principal retrieval benchmarks, allowing retrieval-pipeline 
changes to be evaluated before adding an additional semantic reasoning layer. 

2.3 Multi-domain retrieval benchmarks 

NFCorpus is a medical information-retrieval dataset connecting natural-language information 
needs with terminology-intensive biomedical documents [4]. SciFact evaluates retrieval of 
scientific evidence associated with expert-written scientific claims [5]. FiQA originates from 
financial opinion mining and question-answering research and provides a financial-domain 
retrieval task [6]. These datasets are also represented within the BEIR heterogeneous retrieval 
framework [3]. 

LegalBench-RAG was specifically developed to evaluate retrieval for legal RAG systems, with 
particular emphasis on retrieving precise evidence segments rather than merely identifying a 
relevant legal document [7]. This distinction is especially important in legal applications, where 
retrieving the correct contract is not equivalent to retrieving the exact clause required to support 
an answer. 

 



3. Materials and Methods 

3.1 HPC environment 

Experiments were conducted on LEONARDO, hosted by CINECA in Italy, under EuroHPC project 
EHPC-AIF-2026FL01-278. The project received an allocation of 10,000 GPU-hours on 
LEONARDO Booster for a three-month access period. 

LEONARDO Booster nodes provide NVIDIA A100-class GPU acceleration, and the project used 
scheduled HPC execution for graph construction, indexing, local-model processing and 
benchmark evaluation. Project records document multi-GPU execution for local-model and 
GraphRAG workloads. 

Jobs were executed using the SLURM scheduler. A typical workflow initialized an isolated 
software environment, started required inference or retrieval components, executed graph 
construction, indexing or benchmark evaluation, and persisted structured logs and evaluation 
outputs. Restart and checkpoint mechanisms were used for long-running workloads where 
supported. 

A locally hosted 32-billion-parameter language model supported graph construction and 
knowledge-processing workflows. This experiment demonstrated local-model feasibility within 
HPC infrastructure; it did not constitute a controlled comparison between 32B and larger model 
classes in terms of energy, cost or retrieval quality. 

3.2 Retrieval system 

Verbis Graph processes document collections into structured retrieval artefacts including text 
units, entities, relationships, graph representations and searchable indexes. Retrieval 
configurations can combine multiple information signals before ranked evidence is returned. 

Because the objective of this study is evaluation rather than disclosure of proprietary 
orchestration, provider-specific embedding identifiers, exact internal retrieval parameters and 
implementation-specific weighting are omitted from the public manuscript. Exact configurations 
are retained in the project technical records for internal reproducibility. 

The experiments deliberately included multiple configurations. Consequently, results are 
treated as configuration-specific. Scores obtained under different retrieval depths, embedding 
configurations or reranking procedures are not merged into a single run. 

3.3 Benchmark datasets 

Four public benchmark families were used. 

Benchmark Domain Evaluation role Project corpus scale 
NFCorpus Biomedical / 

medical information 
retrieval 

Baseline, pipeline 
improvement and 
later embedding-
focused retrieval 

3,633 source documents 



Benchmark Domain Evaluation role Project corpus scale 
SciFact Scientific evidence 

retrieval 
Embedding-focused 
ranking and 
separate reranking 
experiment 

5,183 documents 

FiQA Financial 
information retrieval 

Large-corpus cross-
domain retrieval 

57,638 documents 

LegalBench-RAG Legal retrieval Document 
discovery and exact 
evidence 
localisation 

714 source documents 

The processed graph/indexing records contain 9,507 chunks for NFCorpus, 8,071 for SciFact, 
68,473 for FiQA and 66,073 for LegalBench-RAG. 

NFCorpus evaluation included 323 queries in the principal recorded test set. SciFact included 
300 queries. FiQA contained 648 test queries, of which 644 completed in the reported evaluation. 
The preserved LegalBench-RAG checkpoint contained 5,090 completed cases from a target local 
evaluation set of 6,889 cases. 

3.4 Evaluation metrics 

The primary ranking metrics were Mean Reciprocal Rank (MRR) and Hit@K. 

For query set (Q), MRR is defined as: 

[ MRR=_{q Q} ] 

where (rank_q) is the rank of the first relevant result for query (q). 

Hit@K measures the proportion of queries for which at least one relevant result occurs among 
the first (K) retrieved results. 

Hit Rate or candidate coverage refers to the proportion of queries for which relevant evidence 
appears anywhere within the evaluated candidate set. Mean Recall measures the average 
fraction of known relevant documents retrieved. 

Metric interpretation was kept configuration-aware. In particular, Hit Rate and Recall depend 
heavily on retrieval depth; therefore values from runs with different retrieval cutoffs were not 
interpreted as direct improvements. 

For LegalBench-RAG, two retrieval criteria were retained: 

1. Document-level retrieval: whether the correct source legal document was retrieved. 
2. Span-level retrieval: whether the retrieved evidence overlapped the exact annotated 

evidence interval. 

These metrics answer different questions and were therefore analyzed separately. 



3.5 Reproducibility and evidence retention 

The project produced benchmark evaluation scripts, structured JSON/CSV outputs, ranking 
diagnostics, execution scripts and runtime logs. Long-running LegalBench-RAG evaluation used 
checkpoint persistence. Source paths and SHA-256 references were recorded for principal 
benchmark artefacts, providing integrity checks between derived reports and retained HPC 
outputs. 

The reproducibility approach therefore included: 

• configuration-aware benchmark summaries; 
• query-level evaluation outputs where retained; 
• execution and indexing logs; 
• checkpoint/restart records; 
• source artefact paths; 
• cryptographic hash references. 

These records enabled results from distinct experimental configurations to be maintained 
separately rather than retrospectively collapsed into a single benchmark series. 

 

4. Results 

4.1 NFCorpus: biomedical retrieval 

NFCorpus was used both to establish an initial retrieval baseline and to evaluate subsequent 
retrieval-pipeline changes. 

The initial configuration achieved: 

• Hit Rate: 89.16% 
• Mean Recall: 44.56% 
• MRR: 0.303 

Following retrieval-pipeline improvements: 

• Hit Rate increased to 92.26% 
• Mean Recall increased to 46.57% 
• MRR increased to 0.578 

The MRR change from 0.303 to 0.578 corresponds to a 90.8% relative increase. A later 
embedding-focused configuration reached MRR 0.592, Hit@1 50.5%, Hit@3 65.9%, Hit@5 
71.8%, and Hit@10 77.7%. 

 



NFCorpus metric Initial / pipeline evaluation 
Later embedding-focused 

configuration 

MRR 0.303 → 0.578 0.592 
Hit@1 43.3% in improved pipeline 

configuration 
50.5% 

Hit@3 — 65.9% 
Hit@5 — 71.8% 
Hit@10 72.4% in improved pipeline 

configuration 
77.7% 

The results indicate that retrieval performance was sensitive both to pipeline design and to 
representation configuration. Because the earlier pipeline and later embedding experiments 
were not identical in all retrieval settings, their metrics should be interpreted as successive 
experimental results rather than as a strictly controlled single-factor ablation. 

4.2 SciFact: scientific evidence retrieval 

The later SciFact embedding-focused configuration evaluated all 300 benchmark queries and 
achieved: 

• MRR: 0.721 
• Hit@1: 65.0% 
• Hit@3: 77.0% 
• Hit@5: 81.0% 
• Hit@10: 85.7% 

A separate retrieval/reranking experiment began from an MRR of 0.601 and Hit@1 of 51.0%, 
reaching MRR 0.734 and Hit@1 64.6% after reranking. 

These two results must not be interpreted as metrics from the same configuration. The 0.721 
result characterizes the later embedding-focused configuration, whereas MRR 0.734 
characterizes a separate reranking experiment. 

This distinction is scientifically relevant: improvements in representation and improvements 
introduced downstream by reranking can affect retrieval rankings differently. The present data 
establish that both configuration classes produced strong SciFact ranking results, but they do 
not isolate the causal contribution of each component under an otherwise frozen pipeline. 

4.3 FiQA: financial information retrieval 

FiQA provided the largest document corpus among the three principal document-level retrieval 
benchmarks. The processed collection contained 57,638 documents, 68,473 chunks, 122,882 
entities and 272,062 relationships. 

Of 648 total benchmark queries, 644 completed successfully and four returned errors. The 
completed-query evaluation produced: 



Metric FiQA result 
MRR 0.584 

Hit@1 51.6% 
Hit@3 61.8% 
Hit@5 68.2% 
Hit@10 74.2% 
Hit@20 80.0% 
Hit@50 88.2% 
Hit@100 91.5% 
Mean Recall 85.3% 
Any-rank candidate coverage 95.3% 

The 95.3% coverage corresponds to 614 of 644 completed queries containing a relevant 
document somewhere in the evaluated ranked candidates; 30 completed queries did not 
surface a gold document at any evaluated rank. 

This distinction between top-ranked performance and candidate coverage is operationally 
important. The system surfaced a relevant item somewhere in the candidate set for most 
completed queries, whereas Hit@10 was 74.2%. This suggests that reranking and candidate-
selection strategies may offer a significant optimization target without necessarily requiring an 
entirely new candidate-generation stage. 

4.4 LegalBench-RAG: document discovery versus exact evidence localisation 

LegalBench-RAG produced the clearest evidence that document-level retrieval and exact 
evidence localisation are distinct technical problems. 

The preserved checkpoint contained 5,090 completed cases out of 6,889 in the local evaluation 
workload. At the document level, retrieval achieved: 

• Hit@1: 74.75% 
• Hit@4: 81.89% 

At the stricter exact-span level, results were: 

• Hit@1: 5.48% 
• Hit@4: 15.11% 
• MRR@64: 0.1318 

The difference is substantial. In many cases the retrieval system successfully identified the 
correct legal source document but did not place the exact benchmark-annotated passage 
sufficiently high in the ranking. 



This should not be interpreted as equivalent to a 5.48% document retrieval rate. Rather, it 
identifies a second-stage retrieval problem: once the correct contract is found, the system must 
precisely localize the specific clause or textual interval that constitutes the gold evidence. 

This observation is aligned with the design motivation of LegalBench-RAG, which emphasizes 
minimal and precise legal evidence retrieval rather than document identification alone [7]. 

4.5 Graph scale and structural complexity 

The graph/indexing stage produced markedly different structural profiles across datasets. 

Benchm
ark Documents Chunks Entities 

Relationshi
ps 

Corpus 
tokens 

Chunk 
tokens 

NFCorp
us 

3,633 9,507 23,990 35,243 1,244,554 1,361,978 

SciFact 5,183 8,071 43,791 63,197 1,660,493 1,814,326 
FiQA 57,638 68,473 122,882 272,062 9,764,490 10,305,778 
LegalBe
nch-
RAG 

714 66,073 193,205 608,400 16,465,063 19,733,013 

The most important structural observation is LegalBench-RAG. Although its processed corpus 
contained only 714 source documents, it generated 66,073 chunks, 193,205 entities and 
608,400 relationships, the largest graph among the four evaluated datasets. 

Derived from these counts, the legal workload produced approximately 92.5 chunks and 852 
relationships per source document, compared with approximately 1.2 chunks and 4.7 
relationships per document for FiQA. This demonstrates why source-document count alone is 
an inadequate predictor of graph-processing complexity. 

For GraphRAG workloads, resource forecasting should instead consider at least: 

 corpus token volume → chunk count → entity count → relationship count → graph/index size → 
model configuration → query volume and retrieval depth 

The results motivate future scaling experiments in which these variables are manipulated 
independently. 

4.6 Graph-processing duration and operational behavior 

Recorded graph-processing durations were: 

Benchmark Recorded graph-processing interval 
NFCorpus 43h40m* 
SciFact 3h34m30s 
FiQA 17h45m06s 

LegalBench-RAG 69h15m** 



* The NFCorpus interval spans interruptions and resumed execution and therefore is not treated 
as a continuous performance benchmark. 
** The LegalBench-RAG figure is the sum of three useful graph-processing execution slots rather 
than one uninterrupted job. 

LegalBench-RAG additionally required a separately recorded embedding stage of approximately 
3h10m09s and ANN vector-index construction of approximately 17m59s. These stages are 
reported separately and are not treated as a single continuous 72-hour execution benchmark. 

The final LegalBench-RAG evaluation slot terminated with an OUT_OF_MEMORY condition after 
approximately 15 minutes. The previously persisted checkpoint survived the failure, allowing 
5,090 completed cases to remain available for analysis. 

The OOM event should not be interpreted as a general failure of HPC execution. Instead, it 
provides an empirical boundary condition motivating systematic memory profiling in a 
subsequent controlled study. 

 

5. Discussion 

5.1 Multi-domain retrieval behavior 

The experiments demonstrate that a single graph-enhanced retrieval platform can be executed 
and evaluated across substantially different knowledge domains. The strongest recorded ranking 
configurations produced MRR 0.592 on NFCorpus, 0.721 on SciFact, and 0.584 on FiQA, while a 
distinct SciFact reranking experiment reached 0.734. 

These values should not be interpreted as a cross-domain leaderboard. Relevance structures, 
query distributions, corpus sizes and retrieval protocols differ between datasets. Their value lies 
instead in demonstrating that the retrieval architecture can be adapted to biomedical, scientific 
and financial corpora while maintaining measurable ranking performance. 

5.2 Configuration sensitivity 

NFCorpus and SciFact both show that retrieval quality is sensitive to configuration choices. 

On NFCorpus, pipeline changes increased MRR from 0.303 to 0.578, followed by a later 
embedding-focused result of 0.592. On SciFact, a later embedding configuration produced 0.721, 
while a separate reranking study reached 0.734. 

This supports a broader methodological conclusion: evaluating a RAG or GraphRAG system only 
as a monolithic architecture obscures the contribution of retrieval components. Embedding 
representation, graph retrieval, candidate fusion and reranking should ultimately be studied 
through controlled ablations in which one variable is changed at a time. 

The current study provides the empirical baseline for such experiments, but does not claim 
causal attribution where configurations were not fully matched. 



5.3 Graph complexity is not proportional to document count 

The scale data demonstrate an important HPC planning result. FiQA contained more than 80 
times as many source documents as LegalBench-RAG, yet the legal workload produced more 
than twice as many graph relationships. 

Long documents with high semantic and relational density can therefore create larger graph 
workloads than much larger collections of shorter documents. 

This finding has direct implications for resource estimation. GPU-hour, memory and storage 
requirements for GraphRAG should not be estimated from document count alone. Token volume, 
chunk density, entity density, relationship density and vector-index size are potentially more 
informative workload variables. 

5.4 The legal evidence-localisation gap 

LegalBench-RAG provides an important distinction for high-stakes retrieval systems. 

A document-level Hit@1 of 74.75% indicates that Verbis Graph frequently placed the correct 
source document first. However, exact-span Hit@1 of 5.48% shows that identifying the precisely 
annotated clause or evidence interval is substantially more difficult. 

This gap suggests several research directions: 

• within-document reranking; 
• finer or adaptive chunking; 
• graph-assisted evidence localisation; 
• entity/relation-conditioned passage retrieval; 
• ontology-guided retrieval; 
• hierarchical retrieval from document → section → clause; 
• dedicated training or reranking for minimal evidence spans. 

The result is particularly relevant for systems intended to generate traceable citations. Correct 
source-document discovery is necessary but insufficient when users need the exact textual 
evidence supporting a statement. 

5.5 Role of HPC 

The value of HPC in this study was not limited to accelerating one retrieval query. It enabled a 
broader experimental workflow involving local model execution, graph construction, indexing, 
repeated benchmark evaluation and long-running jobs with checkpoint persistence. 

The project also demonstrates why future HPC evaluation should measure resource efficiency 
explicitly. The current evidence does not support a universal latency, energy or cost claim. For 
example, one NFCorpus run recorded approximately 1.34 seconds mean retrieval time, whereas 
a separate FiQA configuration recorded approximately 32.55 seconds; because the datasets and 
configurations differ, these measurements are not directly comparable. 



A scientifically controlled follow-on experiment should therefore measure p50/p95/p99 latency, 
throughput, peak VRAM, host memory, GPU utilization, GPU-hours per workload and 
energy/power metrics where available under frozen configurations. 

 

6. Potential Industrial and Societal Relevance 

The benchmark results establish retrieval behavior on public datasets; they do not constitute 
production validation for any specific customer or regulated workflow. Nevertheless, the 
domains represented in the experiments allow several evidence-based application hypotheses 
to be identified. 

6.1 Healthcare and life sciences 

NFCorpus demonstrates retrieval over biomedical material characterized by specialized 
terminology and a mismatch between natural-language information needs and technical 
documents [4]. 

Potential applications include: 

• biomedical literature discovery; 
• clinical and research knowledge bases; 
• pharmaceutical research documentation; 
• evidence retrieval from protocols and scientific reports; 
• medical-device documentation; 
• internal life-science knowledge assistants. 

The relevant property is not generation of medical advice but the ability to identify and rank 
source evidence in terminology-intensive corpora. Traceable retrieval can be particularly useful 
when human experts must inspect the underlying source before acting on an AI-generated 
synthesis. 

6.2 Scientific research and R&D 

SciFact directly evaluates retrieval of scientific evidence for scientific claims [5]. The 0.721 MRR 
and 85.7% Hit@10 result in the later embedding-focused configuration indicate strong ranking 
behavior on this specialized evidence-retrieval task. 

Potential beneficiaries include: 

• universities and research institutes; 
• corporate R&D departments; 
• scientific publishers; 
• research infrastructures; 
• technology scouting teams; 
• evidence-synthesis and literature-review workflows. 



Graph representations may be particularly useful where researchers need to follow relationships 
between concepts, methods, entities and findings across multiple publications. 

6.3 Financial services 

FiQA evaluates financial information retrieval and derives from financial opinion mining and 
question-answering research [6]. 

Potential applications include: 

• financial research; 
• investment and market intelligence; 
• analysis of reports and disclosures; 
• due-diligence support; 
• policy and procedure retrieval; 
• internal financial knowledge systems. 

The 95.3% candidate coverage observed on the completed FiQA queries is particularly relevant 
to workflows where the first retrieval stage must preserve relevant information before a 
downstream reranker or analyst selects the final evidence set. 

These benchmark results do not constitute investment, risk or compliance validation and would 
require application-specific testing before use in financial decision processes. 

6.4 Legal services and compliance 

LegalBench-RAG provides the most direct evidence for legal-document retrieval. The document-
level results show that the system can frequently identify the correct source legal document, 
while the lower exact-span results expose a clear technical requirement for further improvement 
before fine-grained clause localisation can be considered mature. 

Potential applications include: 

• contract discovery; 
• clause retrieval; 
• legal knowledge management; 
• regulatory-document navigation; 
• compliance research; 
• traceability between policies, obligations and supporting documents. 

For this sector, the exact-span result is as important as the stronger document-level score. Legal 
and compliance users often require not merely the right contract but the exact clause supporting 
a conclusion. The benchmark therefore provides both positive evidence and a measurable 
development target. 



6.5 Public administration and regulated organisations 

Public administrations and regulated enterprises manage large collections of laws, directives, 
policies, procedures, procurement documents, technical standards and historical records. 

Although no dedicated public-administration benchmark was evaluated in this study, the 
combination of scientific, financial and legal retrieval results suggests potential applicability to: 

• policy knowledge systems; 
• regulatory traceability; 
• procurement documentation; 
• public-sector research; 
• internal procedural knowledge; 
• cross-document evidence discovery. 

This is an inferred application area rather than a directly benchmarked result and should 
therefore be validated on representative public-sector corpora before performance claims are 
made. 

6.6 Industrial and engineering knowledge management 

Engineering organisations frequently maintain manuals, maintenance procedures, technical 
reports, standards, incident records, project documentation and product specifications whose 
relationships extend across individual files. 

The graph-scale observations in this study are relevant because such corpora may contain 
relatively few but very long and structurally dense documents, similar to the complexity pattern 
observed in LegalBench-RAG. 

Potential use cases include: 

• engineering knowledge assistants; 
• maintenance and troubleshooting retrieval; 
• technical standards navigation; 
• cross-project knowledge discovery; 
• safety and procedure documentation; 
• evidence retrieval for quality-management workflows. 

Again, this constitutes a technically motivated application hypothesis rather than a 
benchmarked engineering-domain performance claim. 

 

7. Limitations 

Several limitations are important for correct interpretation. 



First, this study is not a single matched cross-domain leaderboard. Different benchmark 
configurations were intentionally preserved, and results from different retrieval depths or 
processing strategies are reported separately. 

Second, no complete controlled comparison against competing commercial GraphRAG systems 
was performed. The paper therefore reports Verbis Graph behavior and internal configuration 
improvements rather than claims of universal superiority. 

Third, some historical benchmark results were consolidated from project evaluation records 
while the later reproducibility snapshot did not contain every original per-query file. Future 
studies should persist configuration manifest, raw query-level output, summary metrics, 
software version and job-accounting information atomically for each run. 

Fourth, LegalBench-RAG was incomplete at the recorded checkpoint: 5,090 of 6,889 local 
evaluation cases had completed. Its metrics must therefore be treated as partial-run 
measurements rather than final full-benchmark results. 

Fifth, recorded graph-processing durations were not collected under a standardized timing 
protocol. The NFCorpus 43h40m interval includes interrupted and resumed execution, while 
LegalBench-RAG graph time is aggregated across multiple slots. These values characterize 
workload history but should not be used as controlled throughput comparisons. 

Sixth, no controlled measurements of GPU energy consumption, GPU-hours per query, peak 
memory across all configurations, or 32B-versus-larger-model efficiency were completed. 
Claims of energy or cost reduction would therefore be premature. 

Seventh, the ontology layer was intentionally excluded from the principal retrieval baseline 
experiments. No result in this paper should therefore be attributed to ontology-enhanced 
retrieval. 

Finally, the study evaluates retrieval, not end-to-end factual correctness of generated answers. 
Strong retrieval performance increases the availability of relevant evidence but does not by itself 
guarantee that a downstream language model will interpret that evidence correctly. 

 

8. Future Work 

The results define a natural second experimental phase focused on controlled rather than 
exploratory evaluation. 

8.1 Controlled scalability 

Future experiments should vary corpus and graph scale while recording: 

• corpus tokens; 
• chunk count; 
• entity count; 
• relationship count; 



• vector-index size; 
• indexing time; 
• p50/p95/p99 retrieval latency; 
• throughput; 
• peak host memory; 
• peak GPU memory; 
• GPU-hours. 

This would allow scaling curves to be estimated from structural workload variables rather than 
document count alone. 

8.2 Memory-envelope characterization 

The LegalBench-RAG OOM event provides a measurable starting point for systematic profiling. 
Experiments should establish failure boundaries across graph size, model configuration, batch 
size and concurrency and determine whether checkpoint/restart strategies can reduce the 
operational cost of long jobs. 

8.3 Exact-evidence retrieval 

The document-versus-span gap on LegalBench-RAG should be treated as a dedicated research 
task. Controlled experiments should evaluate hierarchical retrieval, alternative chunking, 
reranking and graph-assisted localisation. 

8.4 Component ablations 

A frozen experimental matrix should separately evaluate: 

• embedding representation; 
• graph contribution; 
• lexical/hybrid retrieval; 
• candidate fusion; 
• reranking; 
• ontology; 
• multi-hop reasoning. 

Only one component should change between matched experiments wherever possible. 

8.5 Ontology and multi-hop reasoning 

Once retrieval baselines are frozen, ontology-enabled and ontology-disabled configurations 
should be compared directly. A dedicated multi-hop query subset should measure whether 
semantic structure improves retrieval sufficiently to justify its additional computational cost. 



8.6 Accuracy-resource Pareto analysis 

Ultimately, retrieval quality should be evaluated jointly with computational cost. A practical 
objective is to estimate a Pareto frontier relating: 

retrieval quality ↔ latency ↔ throughput ↔ memory usage ↔ GPU-hours ↔ energy consumption 

This would allow infrastructure and model choices to be based on measured trade-offs rather 
than parameter count or architectural assumptions. 

 

9. Conclusion 

This work presents a multi-domain evaluation of Verbis Graph on the EuroHPC LEONARDO 
infrastructure. The first phase established that the system can be adapted to scheduled HPC 
execution, support locally hosted 32B-class language-model processing, construct large 
knowledge graphs and execute reproducible retrieval evaluations across biomedical, scientific, 
financial and legal corpora. 

The strongest confirmed ranking configurations achieved MRR 0.592 on NFCorpus, 0.721 on 
SciFact, and 0.584 on FiQA, with a separate SciFact reranking experiment reaching 0.734. FiQA 
achieved 95.3% any-rank candidate coverage over 644 completed queries. LegalBench-RAG 
demonstrated 74.75% document-level Hit@1 but only 5.48% exact-span Hit@1, identifying 
fine-grained evidence localisation as a distinct and substantially more difficult retrieval problem. 

The structural results are equally important. LegalBench-RAG generated 608,400 relationships 
from only 714 source documents, showing that GraphRAG workload complexity cannot be 
predicted reliably from document count alone. 

Taken together, the study moves the evaluation question beyond whether graph-enhanced 
retrieval can operate on HPC. The next scientific question is how retrieval quality, graph 
complexity and computational resource requirements interact under frozen and reproducible 
configurations. 

The resulting evidence is relevant to biomedical and life-science knowledge retrieval, scientific 
research, finance, legal and compliance workflows, and potentially other document-intensive 
industries. However, benchmark evidence should remain distinct from application-specific 
validation: deployment in any production or regulated environment requires evaluation against 
representative documents, real user questions and domain-specific success criteria. 

 

Data and Reproducibility Statement 

The evaluation was performed on public benchmark datasets and derived graph/indexing 
artefacts. Project records include structured benchmark outputs, graph/indexing statistics, 
runtime logs, checkpoints, source paths and SHA-256 references for principal retained artefacts. 
Exact proprietary retrieval orchestration and selected model/provider identifiers are not 



disclosed in this public draft. A publication release should accompany the paper with the 
maximum non-confidential configuration metadata and reproducibility artefacts that can be 
made available without exposing proprietary implementation details. 
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